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Abstract
Models of price posting by firms and directed search by consumers often feature endogenous price dispersion. Firms which are ex-ante identical charge different prices for
a homogeneous good, and the price distribution adjusts endogenously to make all firms
indifferent. However, issues similar to the Bertrand paradox arise with a discrete number
of firms. I simulate various procedures firms may use to update their prices sequentially.
I show that the theoretical model with a continuum of firms is a good guide for very large
numbers of firms, but that substantial differences in the level, volatility, and dispersion of
profits arise even with as many as 100 firms. Certain procedures for updating prices lead
to “pathological” results such as periodicity and negative autocorrelation of profits.
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Introduction

Economic models almost universally focus on equilibrium. This focus is justified to the extent that at least over some time horizon, beliefs have to be reasonable and budget constraints
have to be satisfied. But partly, it reflects the limitations of mathematical modelling. Disequilibrium is hard to model and hard to solve. The stability of equilibrium, how disequilibrium
converges to equilibrium, and the properties of long-run and large-scale aggregates are therefore important questions of economic theory.
In this paper, I simulate a model of endogenous price dispersion with a finite number
of firms. The firms are identical and compete for the sale of a homogeneous good, like in
a Bertrand model, which should drive prices to marginal costs. But consumers face search
frictions; at a time, they will only observe a finite selection of prices, which means that firms
can make positive profits by charging a very high price and selling only to consumers who
do not have a better offer. Theoretically, this tension implies that price dispersion is the only
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equilibrium, and the price distribution will adjust endogenously to make firms indifferent
between charging high prices for low sales, and charging low prices for high sales (Figure 1).
However, with a finite number of firms, it is impossible to make firms exactly indifferent.
Firms would like to charge prices just below but as close as possible to their direct competitors, which could lead to repeated cycles of under-cutting followed by large price rises (Edgeworth cycles). This will make the prices of individual firms volatile, but the same might not
be true for aggregates like the price distribution, and the mean, dispersion, and volatility of
profits.
I therefore simulate various procedures firms may use to update their prices to answer the
following questions: (1) Starting from a random price distribution, is there “tâtonnement”,
i.e. convergence to an equilibrium? (2) Theory predicts equal and constant profits. Does
the average level of profits converge to the theoretical prediction over time? Does the level
of profits converge at all, i.e. does volatility of average profits converge to zero? Does profit
dispersion converge to zero? (3) How do the answers to (1) and (2) depend on the number of
firms in the simulation?
The results can be summarized as follows. In answer to (1): Convergence happens only
to an extent, as there seems to be a stationary “attractor set” of price distributions. In answer
to (2): The average level of profits is higher than in theory, this level is volatile over time, and
profit dispersion persists. In answer to (3): The simulation conforms closer to the theory as
the number of firms increases, but substantial deviations persist even with 100 firms.
Additionally, some procedures firms may use to update their prices lead to “pathological”
results. For example, when firms, in a fixed sequential order, choose prices from a finite set to
maximize profits, then the simulation converges to a cyclical equilibrium, where the period
equals twice the number of firms. For another example, when firms update their prices simultaneously (and myopically because they assume no other firm does), the average level of
profits as well as the dispersion of profits exhibit negative autocorrelation. In both examples,
compared with the “standard” results described in the previous paragraph, the level of profits
is higher, volatility and dispersion are excessive, and increasing the number of firms does not
bring the simulation closer to theory.
The concern over the stability and convergence properties of economic equilibrium is not
new. There is a literature on tâtonnement in Walrasian models, but I am not aware of any
counterpart for models of search. This is a bit strange because the whole point of “search” is
to bring models of markets closer to reality. Deviations from equilibrium must be considered
possible, if only in the short run; but then it becomes an important question whether such
deviations converge back quickly, persist, or magnify into big deviations. It should be on the
agenda of search theory.
2

Similar questions have been asked about the stability of steady states of dynamic stochastic equilibrium models. In most cases, papers are concerned how small deviation in state
variables around the steady-state affect equilibrium paths, but still assume that the economy
is in rational expectations equilibrium all the time. Learning models are an exception.
The idea that every firm would like to undercut its competitors by the smallest possible
margin, the “Bertrand paradox”, has been studied in a large literature of its own. For example, Maskin and Tirole (1988) demonstrate that cycles of under-cutting followed by large
price rises (Edgeworth cycles) can arise as equilibria of dynamic Bertrand games with a small
number of firms, supported by a folk theorem. A key difference in the present paper is that
marginal cost pricing is not an equilibrium even with infinitely many firms, because positive
profits can be made by charging a very high price and attracting a small, but positive, measure
of consumers. If the number of firms is finite but the menu of possible prices is a continuum,
no steady-state equilibrium exists at all. Edgeworth cycles seem to be a reasonable guess as
to how such a market would evolve in practice.
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Theoretical model

The model is a partial equilibrium version of Burdett and Judd (1983). There is a unit measure
of firms, and a measure of consumers described later. Consumers value a good that each firm
can produce at constant marginal cost c. Consumers have one unit of money, and they will
spend all of it unless the price exceeds a reservation price p̄.1 Meetings between consumers
and firms are subject to search frictions: firms post prices before meetings take place, consumers observe a random number of prices (“receive quotes”) and spend all of their money
in the match with the lowest price, unless that price exceeds the reservation price.
The random number of price quotes, K, can be described by the probability mass function
qk = P r{K = k} with support {0, . . . , k̄}. For example, most papers following Burdett and
Judd (1983) assume that consumers receive either 1 or 2 quotes. Others, following Mortensen
(2005), assume that K follows a Poisson distribution. For no reason other than elegance, I
prefer the flexible form where K follows a negative binomial distribution with parameters 1/ρ
and ηρ/(1 + ηρ). This means that the expected number of quotes is η, and higher ρ increases
the dispersion of both quoted and transaction prices.2 For example, ρ = 0 corresponds to
Poisson, and ρ = −0.5 with k̄ = 2 corresponds to the original Burdett-Judd model.
1

This demand curve arises optimally in Head and Kumar (2005), for example, and there are more ways to
motivate it. Here, I use it for simplicity.
2
The parameters need to satisfy η > 0 and ρ > −1/η. If ρ ≥ 0, k̄ = ∞, otherwise k̄ = −1/ρ.
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Figure 1: The price CDF and the sales “1–CDF”.
In order to normalize the measure of matched consumers to 1, assume that the overall
measure of consumers is (1 − q0 )−1 .
Let the CDF of posted prices be F (p). We can prove that F (p̄) = 1 (firms never find it
optimal to charge more than the reservation price). Therefore, every consumer will purchase,
and will purchase from the firm with the lowest price. The CDF of transaction prices will be
J(F (p)), where J is the function:
J(F ) =

∞
X



qk 1 − (1 − F )k ]

k=0

=

1 − (1 + ρηF )−1/ρ
1 − (1 + ρη)−1/ρ

(1)

In summary: if F has no mass points, a firm charging price p ≤ p̄ can expect to sell to
J (F (p)) consumers. We can solve for profits:
0


π(p) =

c
1−
p



J 0 (F (p))

(2)

Burdett and Judd (1983) prove that endogenous price dispersion is an equilibrium of price
choices, and that some firms do charge the reservation price as long as q1 > 0 (precisely:
F (p) < 1 for p < p̄). But because all firms are the same ex-ante, they must be indifferent
between charging any price on the support of F ; in particular, they must be indifferent to
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charging p̄ and making the minimal sales J 0 (1).




c
c
0
J (F (p)) = 1 −
J 0 (1)
1−
p
p̄
Using this equation, we can solve for the (partial) equilibrium F (p), taking c and p̄ as given:

 ρ
1 + ρη 1 − c/p 1+ρ
1
F (p) =
−
ρη
1 − c/p̄
ρη

(3)

for p ∈ [p, p̄], where p = arg supp {F (p) = 0}.
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Simulation model

There are N firms. Each simulation consists of an initial state, randomly drawn, representing
the firms’ prices, and an updating procedure mapping today’s state into tomorrow’s. I consider five different updating procedures to allow for flexibility regarding how firms change
their prices. Simulation time steps do not necessarily correspond to actual time.
Non-atomic firms are an essential ingredient of the Burdett-Judd model, because only a
non-atomic price distribution can support equilibrium (corner cases aside). The reason is
that the distance between prices has no bearing on consumer choice. Consumers make all
their purchases from the cheapest firm that they observe. Consequently, any firm would like
to price as close to the next-most expensive firm as possible, but strictly below. This is similar
to the Bertrand paradox, but with one wrinkle: because not all consumers observe more than
one price, there are always positive profits to be made by charging the reservation price. A
steady-state equilibrium does not generally exist with a discrete number of firms.
So in order to make sure every firm updating its price has a unique maximizer, I add some
structure to the environment. In procedures 1 and 2, there exists a discrete set of P possible
prices that firms must choose from. When they do choose prices, they maximize profits over
the set of possible choices. In procedures 3-5, on the other hand, firms learn what their profits
would be if they charged one price randomly chosen from a continuum. If these profits exceed
their current profits, they switch to the new price.
In detail, each procedure updates prices as follows:
Procedure 1
There are P possible prices {p1 , . . . , pP }, equally spaced between c and p̄. As suggested by
the theoretical model, c is not included in the potential support because it would imply
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zero profits, but p̄ is included because some firms do charge the reservation price even
in theory (see Figure 1). Firms begin with prices randomly selected from the allowed
support. In a pre-determined sequential order, firms choose among the allowed prices
to maximize profits.
Specifically, for each potential choice pi , they calculate the implied new price distribution, if they did make that choice:
fj (i) = share of firms charging pj
Fj (i) =

P
X

fk

∀j = 1 . . . P

∀j = 1 . . . P

k=1

F0 (i) = 0
and the implied profits, if they did make that choice:


c J(Fi (i)) − J(Fi−1 (i))
π(i) = 1 −
pi
N fi (i)

∀j = 1 . . . P.

Finally, they simply pick the price with the highest profits maxi {π(i)}.
Procedure 2
The environment and choice method are the same as in procedure 1, but firms make
their choices in random sequential order. Specifically, after every choice, the next firm
to update is selected at random from the remaining firms.
Procedure 3
The set of possible prices is the interval [c, p̄]. Firms begin with prices randomly selected
from the interval. In a pre-determined sequential order, firms draw one potential price
from the same interval. They compute the rank of both their current price and of the
potential new price, and compare profits according to the following formula:

π(p) =

c
1−
p

 



rank(p)
rank(p) − 1
J
−J
N
N

∀j = 1 . . . P.

They switch to the new price if and only if profits would be higher.
Procedure 4
The environment and choice method are the same as in procedure 3, but firms make
their choices in random sequential order, just like in procedure 2.
Procedure 5
The environment and choice method are the same as in procedure 3, but firms make
their choices all at once. They take into account the effects on the price distribution of
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their own potential switch, but not the fact that other firms may switch, too. It would
be possible to design a procedure where only a few firms switch at a time, not taking
each other’s choices into account, but the wholesale switching procedure provides an
extreme benchmark.
Other than N , which varied, the following parameters were chosen:
Table 1: Simulation parameters
Description
Cost
Reservation price
Shape of the offer distribution
Mean of the offer distribution
Number of possible prices

Parameter
c
p̄
ρ
η
P

Value
1
2
1
2
10

For procedures 1 and 2, the set of possible prices was therefore {1.1, 1.2, . . . , 2}.
All procedures were simulated for N = 16, N = 40, and N = 100. Procedures 3-5 were
additionally simulated for N = 6.3 For each procedure, the simulation ran for 11000 periods.
Discarding the first 1000 to make sure the results do not depend on the random initial state,
each version of the simulation consisted of 10000 periods.
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Simulation results

As expected, the prices of individual firms do not ever converge to anything because there are
always switching opportunities, no matter how infinitesimal. As can be seen by animating
the simulation results (Figures 2 and 3), the CDFs do not converge to a limit function, either.
There is always churn in the price ranking. For procedures 2, 3, and 4, the deviations of the
CDFs from the theoretical prediction do become visibly smaller as N increases.
However, theory might still provide an accurate representation of average prices and profits over time. Specifically, the long-run price distribution should be well approximated by
equation (3). Total profits (since the measure of firms is 1 in the theoretical model) should be
approximately equal to (1 − c/p̄) J 0 (1) and should not be volatile over time. Cross-sectional
dispersion should be close to zero in every period.
3

Results for N = 6 may not be very meaningful for a discrete set of 10 possible prices.
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The detailed results are reported in Table 2. In summary, the theory performs best in predicting the long-run outcomes of simulations 2, 3, and 4. Excess profits, volatility, and dispersion fall in the number of firms, and the average price distribution converges to equation (3)
(Figure 7).
However, even with 100 firms, average profits are at least 5% above the theoretical prediction, long-run volatility measured by the coefficient of variation of total profits over time is at
least 0.03, and average dispersion measured by the average over time of the cross-sectional
coefficient of variation is at least 0.03. Furthermore, the correlation over time between the
level of profits and the cross-sectional standard deviation is at least 0.34. These numbers are
even higher for smaller numbers of firms, suggesting that the theoretical model does a poor
job of modeling small-market competition, even averaged over time.
The simulations of procedures 1 and 5 exhibit stranger behavior. In procedure 1, firms
choose prices in fixed sequence from a given set. For any set of initial prices, the simulation
eventually reaches a stable cycle of period two times the number of firms, implying that each
firm ends up alternating between two prices (Figure 6). Consequently, volatility and dispersion are higher in procedure 1 than in any other procedure for a given sample size.
Realistically, on the one hand, nothing forces firms to set prices in fixed sequence, so procedure 1 may be a worse model of real-world competition than procedure 2. On the other
hand, profits are higher using procedure 1 (if more volatile), so firms may like it as a custom
and may try to maintain it through tacit collusion.
Procedure 5 has all firms draw a new potential price simultaneously. Without knowing
each others’ choices, they decide whether to stay or to switch, and the simulation assumes
that they myopically ignore that other firms are also changing their prices. As one would expect, volatility and dispersion are also very high with this procedure, and they do not decrease
with a higher number of firms, because the entire set of firms updates simultaneously. In addition, as the number of firms increases, both the level and the cross-sectional dispersion of
profits are negatively autocorrelated when the number of firms is high (Figure 6). This is very
much in contrast to procedures 2-4, where the autocorrelation is positive, which we would
expect from sequential updating.4
To be sure, procedure 5 is even more artificial than the sequential updating of procedures
1-4. It relies on a fairly blatant violation of rational expectations: firms should know that
arbitrage opportunities are uncertain in the setting.5 However, every firm updating at the
same time is just an extreme representation of the idea that firms may not be able to observe
4

In all procedures except 1, the autocorrelation is of the moving-average kind. In procedures 2-4, it also
declines to zero once most firms had a chance to update their price.
5
Strictly speaking, procedures 1-4 also do not satisfy rational expectations, as firms do not attempt to forecast
future prices.
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their competitors’ most recent actions when considering their own choices. I expect weaker
but similar results if firms rationally only take advantage of some uncertain arbitrage opportunities. There would still be a coordination problem, and I expect it to increase the level,
volatility, and dispersion of profits.

5

Conclusion

Models of endogenous price dispersion rely on firms being indifferent over a wide range of
prices. This makes them different from other models of markets, such as perfect competition
and monopolistic competition, where there is generically a unique price which maximizes
profits. However, if the number of firms is finite, it is impossible to satisfy the indifference
condition exactly. This raises the question how stable an endogenous price distribution can
be, and if markets would “find” it when starting from an arbitrary initial state.
Even if the initial state almost perfectly satisfies indifference, two mechanisms could cause
instability. First, a firm changing its price to take advantage of arbitrage opportunities will
cause another arbitrage opportunity at the price it “vacated” in the price distribution, and the
new one might well be bigger than the original one. Second, if firms do not observe the entire
sequence of recent price changes, they may attempt to take advantage of arbitrage opportunities which no longer exist.
In the simulation, I show that both mechanisms may contribute to price instability. Edgeworth cycles spontaneously arise and die out. Qualitatively, the theoretical prediction performs fairly well when prices and profits are averaged over the long run. Quantitatively, however, differences persist even when the number of competitors is very large, and the differences are substantial when the number of competitors is small.
Realistically, 6 or 16 competitors seems a better description of most markets than 100,
even of markets for homogeneous goods like gas stations or retailers selling the same branded
products. We should expect the mechanisms simulated in this paper to be at work in such
markets.
One important qualification might be that in the simulated model, there is no menu cost of
changing prices. Even a small menu cost might be enough to lock in an equilibrium in which
no firm wants to switch given the opportunity. Starting from random sets of prices, figures 4
and 5 demonstrate that the dispersion of profits will occasionally become very small. Such
states of low dispersion could become absorbing states of the simulation. Since the level and
the dispersion of profits are positively correlated over time, an absorbing state would likely
also feature smaller profits than the average of the simulation before it reached the absorbing
9

state. The counterintuitive but interesting conclusion would be that small menu costs could
lead to smaller average profits than zero menu costs, even net of the menu costs themselves.
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A

Details of the results

For each procedure, the simulation ran for 11,000 periods. Discarding the first 1000 to make
sure the results do not depend on the random initial state, each version of the simulation
consists of 10,000 periods.
Table 2: Profits statistics
The statistics below are calculated across simulated time. “Total” refers to the cross-sectional
sum of the profits of each firm in a simulated period. “CSM” refers to the cross-sectional
mean of profits in a simulated period. “CSSD” refers to the cross-sectional standard deviation
of profits in a simulated period. “CSCV” refers to the cross-sectional coefficient of variation
of profits in a simulated period.
Procedure
1

2

3

4

5
Theory

N
16
40
100
16
40
100
6
16
40
100
6
16
40
100
6
16
40
100
∞

Mean(total) SD(total) Corr(CSM,CSSD) Mean(CSCV)
0.220
0.0592
0.95
0.284
0.208
0.0529
0.95
0.256
0.205
0.0492
0.95
0.246
0.196
0.0222
0.63
0.126
0.185
0.0147
0.60
0.069
0.176
0.0060
0.34
0.031
0.238
0.0416
0.83
0.273
0.206
0.0232
0.75
0.176
0.190
0.0139
0.70
0.112
0.181
0.0095
0.55
0.075
0.237
0.0404
0.81
0.270
0.202
0.0201
0.68
0.164
0.185
0.0120
0.62
0.100
0.177
0.0056
0.34
0.057
0.241
0.0471
0.83
0.295
0.214
0.0355
0.83
0.230
0.206
0.0329
0.88
0.206
0.205
0.0325
0.93
0.202
0.167
0.0000
0.00
0.000
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Figure 2: Simulation excerpt (procedure 2, N = 16, two simulation steps at a time)
Theoretical and
simulated CDF
of prices
Simulated PMF and
implied profits of
a potential entrant

12
Figure 3: Simulation excerpt (procedure 4, N = 16, four simulation steps at a time)
Theoretical and
simulated CDF
of prices
Implied profits of
a potential entrant

Figure 4: Time series graphs
Graphs of the cross-section mean and standard deviation of profits, truncated to the first 1000 simulation periods.
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5
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Figure 5: Histogram graphs
Smoothed histograms of the cross-section mean and standard deviation of profits.
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Figure 6: Autocorrelation graphs
Autocorrelation functions of the cross-section mean and variance of profits.
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Figure 7: Cumulative distribution graphs
Comparison of the long-run cumulative distribution functions (dots/dashed line), pooled over all simulation periods, with the
theoretical prediction (continuous line).
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